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Abstract

Caching on the edge of the Internetis becominga pop-
ular techniqueto improve the scalability and ef ciency of
delivering dynamicweb content. In this paper we study
the challengesin designinga large scalecoopeantive edge
cache network, focusingon medanismsand methodolo-
giesfor efcient coopeation amongcadesto improve the
overall performanceof the edge cache network. This pa-
per malesthreeoriginal contributions. First, we introduce
the conceptof cache clouds,which formsthe fundamental
framavork for coopeation amongcadesin the edge net-
work. Secondwepresendynamichashing-basegrotocols
for documentookupsandupdateswithin eac cachecloud,
which are not only efcient, but also effectivein dynami-
cally balancinglookupandupdateloadsamongthe caches
in the cloud. Third, we outline a utility-basedmedanism
for placing dynamicdocumentsvithin a cache cloud. Our
experimentsndicatethat thesetechniquescansigni cantly
improvethe performancenf the edge cache networks.

1. Intr oduction

The enormousncreaseof the dynamicweb contentin
the pastdecadehasposeda seriouschallengeto the per
formanceandscalabilityof the World Wide Weh Caching
ontheedgeof the network hasrecevedconsiderablatten-
tion from the researchcommunityasa promisingsolution
to amelioratethis problem. The underlyingphilosophyof
edgecachingis to move data,and possiblysomepartsof
theapplicationcloserto theuser

Designinganef cient cooperatie edgecachingscheme
is very attractve consideringthe potentialbene ts it can
provide. First, whenanedgecacherecevesarequestor a
documenthatis not locally available,it cantry to retrieve
thedocumenfrom nearbycachesatherthancontactinghe
remotesener immediately Retrieving a documenfrom a
nearbycachecan signi cantly reducethe lateng of a lo-
cal miss. It alsoreduceshe numberof requestgeaching
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theremoteseners,therebyreducingtheirload. Thesecond
bene t of cooperatioramongedgecachess the reduction
in the load inducedby the documentconsisteng mainte-
nanceon theorigin seners.Whenthe cachesreorganized
ascooperatie groups,the sener cancommunicatehe up-

datemessagéo a singlecachein acachegroup,which dis-

tributesit to the otheredgecacheawithin its group.

Building a large scalecooperatie edgecachenetwork
posesseveralresearclthallengesFirst, aneffective mech-
anismis neededo decidethe appropriatenumberof edge
cachesneededfor the edgenetwork, and the geographi-
cal locationswherethey have to be placed. Secondthese
cacheseedto be organizedinto cooperatie groupssuch
thatthe cooperatioramongthe cacheswithin a groupis ef-
fective andbene cial. Third, a dynamicand adaptve ar-
chitectureis requiredfor ef cient cooperationwithin each
cachegroupto dealwith the constantlyevolving natureof
dynamiccontentdelivery like continually changingdocu-
mentupdateanduserrequesipatterns.Concretelythereis
a needfor methodologiesand techniquedor e xible and
low-overheadcooperatioramongthe edgecachesdn terms
of documentiookups,documentupdatesaswell asdocu-
mentplacementsindreplacements.

The ultimate goal of our researchs to designand de-
veloptechniquesandsystem-leel facilitiesfor ef cient de-
livery of dynamicweb contentin a large scaleedgecache
network, utilizing thepowerof e xible andlow costcooper
ation. Towardsthis end,we introducethe conceptof cache
cloudsasa fundamentaframework of cooperatioramong
theedgecachesA cachecloud containscacheof anedge
network that arelocatedin closenetwork proximity. The
cachedelongingto a cachecloud cooperatéboth for serv-
ing missesandfor maintainingfreshnes®f the cachedloc-
umentcopies.

The main researctcontributionsin this paperarethree
fold: (1) We presentthe architectureof the cacheclouds,
which are designedto supportefcient and effective co-
operationamongtheir caches.(2) We proposea dynamic
hashingbasedcooperationschemefor ef cient document
lookups and documentupdateswithin eachcachecloud.



This schemenot only improvesthe ef ciency of document
lookupsandupdatesbut alsobalanceshedocumentookup
and updateloads dynamically amongall cachesin each
edgecachecloud in anticipationof suddenchangesn the
requesiandupdatepatterns.(3) We developa utility-based
documentplacemenschemefor stratgically placingdoc-
umentsamongcachesof a cachecloud, so that available
resourcesreoptimally utilized. This documeniplacement
schemeestimateghe costsandbene ts of storinga docu-
mentin a particularedgecache andstoresthe documentat
thatcacheonly if the bene t to costratio is favorable. We
evaluatethesetechniqueghroughtrace-base@xperiments
with arealtracefrom a highly accesse@veb site, andwith
a syntheticdataset.Theresultsindicatethattheseschemes
canconsiderablyimprove performanceof edgecachenet-
works.

2. CacheClouds

A cachecloudis a group of edgecachesrom an edge
network thatcooperateamongthemselesto ef ciently de-
liverdynamicwebcontent.Thecachesn acachecloudco-
operatén seseralwaysto improve theperformancef edge
cachenetworks. First, whena cacheexperiences miss, it
triesto retrieve thedocumenfrom anothercachewithin the
cachecloud, insteadof immediatelycontactingthe sener.
Secondthe cachesn a cachecloud collaboratvely share
the costof documentupdatesin the sensethat the sener
needdo sendadocumentupdatemessag#o only onecache
in a cachecloud, which is thendistributedto othercaches
that are currently holding the document. Third, the edge
cachesn a cachecloud collaboratewith eachotherto op-
timally utilize their collective resourcesdy adoptingsmart
stratgies for documentiookups, updates placementsand
replacements.

An importantfactorthatdetermineghe effectivenesf
cooperationin cachecloudsis the mannerin which the
cachecloudsareconstructedin orderfor thecooperatioro
beef cient thecachedelongingto acachecloudshouldbe
locatedin closevicinity within theInternet.We have devel-
opedanInternetlandmarks-basegchniqueo createcache
cloudshby accuratelyclusteringthe cachesof an edgenet-
work [12]. Dueto the spacdimitation we omit ary further
discussioron this techniquein this paper andassumehat
the cachecloudsareformedusingthis scheme.ln therest
of this paper we concentrat®n the designissueswithin a
cachecloud.

2.1 Architecture and Designldeas
We have discussedhreeforms of cooperatiorwithin a

cachecloud, namelycollaboratvely servingmissescoop-
eratvely handlingdocumentupdatesandoptimally utiliz-

ing thecollective resourcesvithin thecachecloud. A cache
thatneeddo retrieve adocumenneedgo locatethecopies
of thedocumengexistingwithin thecachecloud. We referto
themechanisnof locatingthe copiesof a documentwithin
a cachecloud for the purposeof retrieving it asthe docu-
mentlookup protocol The mechanisrmusedby the cache
cloudto communicateéhedocumentupdateto all its caches
thatarecurrentlyholdingthedocuments thedocumentip-
dateprotocol

Amongtheseveralissueghatin uence thedesignof the
cachecloud architecture someof the importantonesare:
(1) providing anef cient documentookup protocol(2) de-
signinga low-overheaddocumentupdateprotocol,and(3)
developinga utility-basedschemédor documenplacement
decisions.

We adopta distributedapproachto designingthe cache
cloudarchitecturewhereinall thecachesn thecloudshare
the functionalitiesof lookupsand updates.Eachcacheis
responsibldor handlingthe lookup andupdateoperations
for asetof documentassignedo it. In acachecloud,if the
cache is responsibldor the lookup andupdateopera-
tionsof adocument |, thenwe call thecache  asthe
beacorpointof . Thebeacomointof adocumenmmain-
tains the up-to-datelookup information, which includesa
list of cachesn thecloudthatcurrentlyholdthedocument.
A cachethatrequiresdocument , contacts 'sbeacon
point, andobtainsits lookupinformation. Thenit retrieves
the documentrom oneof the cachesurrentlyholdingthe
document. Similarly, if the sener wantsto updatedocu-
ment , it sendsan updatemessageo its beaconpoint,
which thendistributesthis messagéo all the holdersof the
document.

An immediatequestiorthatneedgso beaddresses how
to decidewhich of the cachesin the cloud shouldact as
the beaconpoint of a given document. In designingthe
cachecloudarchitecturepurgoalis to assigrbeacorpoints
to documentssuchthat the following propertiesare satis-

ed:

The cachesithin the cachecloudandtheorigin sener
candiscoverthebeacomointof adocumenef ciently .

The load dueto documentiookupsandupdateds well
distributedamongall beacomointsin thecachecloud.

Load balancingis presered whenthe lookup and up-
datepatternschangeovertime.

Thebeacorpointassignmenshouldberesilientto fail-
uresof individual cachesn thecloud

A straightforvardsolutionfor the beacorpoint assignment
problemwould be to usea randomhashfunction. These
hashfunctionsuniquely hashthe documents URL to one
of the edge caches(beaconpoints) in the cachecloud,
which actsas the documents beaconpoint. We refer to
this schemeasthe static hashingscheme.The statichash-



ing schemeéhasa signi cant drawback: Lookupandupdate
loadsoftenfollow the highly skewed Zipf distribution, and
undersuchcircumstancesandomhashingcannotprovide
good load balancingamongthe cachesbelongingto the
cloud. Consistenhashing[5] hasbeenpopularasa tech-
niquefor providing goodload balancingamonga network
of nodes. In this technique the documentURLs and the
edgecacheidenti ers are both mappedon to a unit circle.
Eachdocumentis assignedo the cachenode (its beacon
point) thatis nearesto its identi er on this circle. While
consistenhashingcandistributethe URLsuniformly across
thecachesit signi cantly increaseshelookupandthe up-
date costs,especiallyfor thosedocumentshat are hot or
that are updatedfrequently If a cloud contains edge
cachegbeacorpoints),with consistenhashingthebeacon
point discovery processmight take up to time-
steps.Besidesuniformdistribution of URLs acrosseacon
pointsdoesnotyield goodload balancingwhenthe lookup
andupdatdoadsfollow a skeweddistribution. Theseshort-
comingsmake the consistenhashingschemdessattractve
to the scenariowherethe performanceof thelookupsand
updatess very crucial. Further both staticand consistent
hashingschemegannotpresere load balancingwhenthe
updateandlookupload patternschangeovertime.

Consideringthe drawvbacksof the above schemeswe
proposeadynamichashing-basethechanisnfor assigning
the beacompoint of a document.This mechanisnsupports
efcient lookup and updateprotocols,provides goodload
balancingpropertiesandadaptsto changingload patterns
effectively.

2.2 Designof Dynamic Hashing Scheme

Considera cachecloud with  edgecaches. Eachof
thesecachesmaintainslookup information abouta set of
documentsln thedynamichashingschemetheassignment
of documentgo beaconpoints canvary over time so that
theloadbalancas maintainedevenwhenthe load patterns
change.

In our schemehe edgecachef acachecloudareorga-
nizedinto substructuresalledbeacorrings. A cachecloud
containsoneor morebeacorrings,andeachbeaconing has
two or morebeaconpoints. Figure1 shows a cachecloud
with 4 beacorrings, whereeachbeacorring has2 beacon
points.All thebeacorpointsin a particularbeacorring are
collectively responsiblefor maintainingthe lookup infor-
mationof auniquesetof documentsSupposecachecloud
has beacorringsnumberedrom to , andadocu-
ment  ismappedo thebeacorring . Any of thebeacon
pointsin thebeacorring maybeassignedo sene asthe
beaconpointof . The assignmentf the beaconpoint
within a beacorring is donedynamicallyand may change
overtime for maintaininggoodbalanceof loadsamongthe

beacomointswithin abeacorring.
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Figure 1. Architecture of Edge Cache Cloud

We now explain the techniquefor assigningbeacon
pointsto documentawithin a beaconring. For simplicity,
let ussupposehatthe cachecloudcontainsasinglebeacon
ring, whichisnumbered . Letthe cachederepresented
as . A dynamichashingtechnique
calledtheintra-ring hashis usedfor distributing the docu-
mentstothe beacorpoints,whichis designedsfollows.
An integerthatis relatively largecomparedo thenumberof
beacomointsin thebeacorringis choseranddesignateas
theintra-ring hashgenerato(denotedas ). The
rangeof intra-ringhashvalues is divided
into consecutie non-overlappingsub-rangesepresented
as

. Eachedgecachewithin
the beaconring is allocatedone suchsub-range. For ex-
ample, the beaconpoint is assignedthe sub-range

The schemealso hasheseach
document URL to an integer value between and
This value is called the documents
intra-ring hashvalueor IrH valuefor short. For example,
for a document , theIrH valuewould be
Mod , Where repre-
sentsthe MD5 hash function, representghe
URL of the document  and representghe mod-
ulo function. Eachedgecachewould sene asthe beacon
point for all the documentsvhose value lies within
thesub-rangallocatedo it, i.e. will sene asthebea-
conpointof adocument , if

2.3 Determining the BeaconPoint Sub-Ranges

In this sectionwe explain the mechanismof dividing
theintra-ring hashrangeinto sub-rangesuchthattheload
dueto documentiookupsand updatess balancedamong
the beaconpoints of a beaconring. This processs exe-
cutedperiodically(in cycles)within eachbeacorring, and



it takesinto accountfactorssuchasthe beacornpoint capa-
bilities, andthe currentloadsuponthem. Any beacomoint
within the beacorring may executethis process.This bea-
con point collectsthe following informationfrom all other
beacomointsin thebeacorring.

Capability: Denotedoy , it representthepower of

machinehostingthe beacorpoint . Variousparam-
eterssuchasCPU capacityor network bandwidthmay

be usedas measure®f capability We assumea more
genericapproaclwhereineachbeacomointis assigned
apositive realvalueto indicateits capability

Curr ent Sub-RangeAssignment: Denotedby
, it representghe sub-range
assignedo thebeacompoint in thecurrentcycle.

Curr ent Load Information: Representetly

, it indicatesthe cumulative load due to
documentookupandupdatepropagatioraveragecver
the durationof the currentperiod. The schemecanbe
mademore accurateif the beaconpoints also collect
loadinformationatthegranularityof individual IrH val-
ues,which we denoteby
is thesumof theloadsinducedby all document:whose
IrH valueis . However, the informationis
not mandatoryfor the schemeo work effectively.

After obtainingthis information the processof determin-
ing the sub-range$or the next cycle begins. Theaimis to
updatethe sub-rangesuchthat the load a beaconpoint is
likely to encountelin the next cycle is proportionalto its
capability For eachbeaconpoint we verify whetherthe
fraction of the total load on the beacorring thatit is cur
rently supportings commensuratwith its capability If the
fraction of load currentlybeinghandledby a beaconpoint
exceeddts sharethenits sub-rangeshrinksfor the next cy-
cle, thussheddingsomeof its load. In casea beacorpoint
is handlingasmallerfractionof load,its sub-rangexpands
increasingts loadfor thenext cycle.

Speci cally, the schemeproceedsas follows. First,
we calculatethe total load being experiencedby the en-
tire beacorring (representeds ), andthe sum
of the capabilitiesof all the beaconpoints belongingto
thering (representeds ). Thenfor eachbeacon
point we calculateits appropriateshareof the total load

on the beaconring as
Now, we examineall the beaconpointsin the beacomng
startingfrom , and comparetheir with their
If , then is currently
supportingmoreloadthanits appropriateshare. The value
is called the load-surplusat bea-

conpoint , andis representeds . In this
case the schemeshrinksthe sub-rangeof the beacorpoint
for the next cycle by decreasingts value. The
amount(say ) by whichthe is decreased cal-

culatedusingthe information. is de-
creasedy IrH valuessuchthatthesumof theloadsgen-
eratedby theselrH valuesis equalto the load-surplusat

. In otherwords, the schemeshifts IrH valuesfrom
theendof ‘s sub-rangeo thebeacorpoint , such

that . Thenew

representedas

wouldbeequalto . Whenthesubrangeof a
beacomoint shrinks,someof its loadwould be pushed
to the beacorpoint . The schemedakesinto account

value of

this additionalload onthe beacompoint whendecid-
ing aboutits new sub-range.
On the other handif then the

schemeexpandsthe sub-rangeof the beaconpoint
by increasingits value. The amountby which
isincreaseds determinedn avery similar man-
nerastheshrinkingcasediscussedbove. In this case,
acquiresadditionalload from the beaconpoint . In
this mannerthe sub-rangeassignment®f all the beacon
pointsin the beacorring areupdated.Somebeacorpoints
might nd it costly to maintainthe information
for eachof the hashvalueswithin its sub-rangejn which
casethe for all hashvaluesin the sub-range
of the beaconpoint are approximatedby averaging
overits sub-rangef IrH values.
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Figure 2. lllustration of Sub-Range Determi-
nation

After determininghesub-rangassignmentfor thenext
cycle, all the cachesn the cachering andthe origin sener
areinformedaboutthe new sub-rangassignmentsBeacon
pointsthathave beenassigneahew IrH valuesobtainlookup
recordsof the documentselongingto the new IrH values



from their currentbeacorpoints.

We now illustrate the sub-rangedeterminationscheme
with anexample.Considethebeacorming with two beacon
points and . Letboththebeacompointshave equal
capabilities,and let be 10. Initially the range

is divided equally betweenthe two beaconpoints.
Figure 2-A illustratesthis scenario. The vertical barsrep-
resentthe updateandobjectlookuploadscorrespondindo
eachhashvalue. As we see,equaldivision of the intra-
ring hashrangedoesnot ensurdoadbalancingoetweerthe
two beaconpoints dueto the skewnessin the load. The
total load experiencedy the two beaconpointsin cycle
are 500 and 300 respectiely. At the end of cycle 0, the
sub-rangeareupdatedakinginto accounthe currentload
patterns. Now we consider2 scenarios. Figure 2-B rep-
resentghe rst scenariowhereinthe beaconpointsmain-
tain for eachhashvalue. In this casetwo hash
valuesare moved from to . Theloadson the two
beaconpointswould now be 410 and390respectrely. In
thesecondscenariowhichis representeth Figure2-C,the
beaconpoints do not maintainthe information,
andhencethey have to use to approximatethe

value, which would be for all hashvalues

belongingto . We shift only one hashvalue between
beaconpoints. The loadson the two beaconpointswould
be and thusshawing thattheschemes moreaccu-
ratewhentheloadinformationis availableatthegranularity
of IrH values.

In the discussionup to now we have assumedhat the
cachecloud containsa singlebeacorring. However, if the
cachecloud containsseveral caches having a single bea-
conring is not practical,sincethe costand complexity of
the sub-rangedeterminationprocessincreasesas the bea-
conrings becomedarger. In this caseit is advantageouso
have multiple beacorrings. Suppose cachecloud has
beacorrings, andeachbeacorring has  beaconpoints.
Thenthe beaconpoint of adocument  is determinedn
atwo-stepprocess.In the rst step,the beacorring of the
documentis determinedby a randomhashfunction. For
example,if Mod , thenthering-j
is thebeacorring of . In the secondstep,out of the
beacorpointswithin the  beacorring, the beacorpoint
of  isdeterminedhroughtheintra-ringhashfunctionas
we discussedbefore. The beacorpoint whosecurrentsub-
rangecontains would bethebeacorpoint of
In our schemethe documentiookup andupdateprotocols
work asfollows. Whena cacheneedgo locateadocument

, it determineghe documents beaconpoint using the
two-stepprocesglescribedabove. Thenit contactshedoc-
umentsbeacorpointandobtainsthelist of cacheghathold
the cachedcopiesof the documentwithin the given cache
cloud. Whenthe sener needsto communicatean update
tothedocument , it usesthetwo-stepprocessaanddeter

minesthe documents beaconpoint for eachcachecloud.
It sendsa documenupdatemessagé¢o thesebeacorpoints
(onefor eachcloud), which in turn communicatet to the
cachedn their cacheclouds,which are currently holding
thedocument.

An important questionthat needsto be addresseds:
Whatshouldbesizeof thebeacorringsin a cachecloudfor
optimal performanceof the scheme? While larger beacon
rings provide betterload balancing,they alsoincreasethe
costandcompleity of thesub-rangeleterminatiorprocess.
However, the otherextremewould be to have beacorrings
with singlebeacorpointsin them.In this casethe dynamic
hashingschemereducedo the statichashingschemeand
hencecannotprovide goodload balancing. It canbe the-
oretically shavn that by having two beaconpointsin each
beacorring we canobtainsigni cantly betterload balanc-
ing whencomparedvith statichashingandfurtherincreas-
ing the sizeof beacornringsimprovestheloadbalancingn-
crementallybut at a higherload balancingcost[11]. Con-
sideringtheseissueswe concludethatbeacorrings should
have atleast2 beacorpoints,but their sizesshouldbesmall
enoughfor the sub-rangeleterminatiorprocesgo be sim-
ple andef cient. Our experimentakesultsvalidatethis ob-
senation.

The dynamic hashingmechanismcan be extendedto
provideresilienceto failuresof individual beacorpointsby
lazily replicatingthelookupinformation.Dueto spacecon-
straintswe do not discussthe failure resiliencepropertyin
this paper

3. DocumentPlacementin CacheClouds

A gooddocumentplacementschemes very important
for a cachecloud to optimally utilize the resourcesvail-
able. In this sectionwe briey discussa utility-based
schemédor placingdynamicdocumentsn cacheclouds.

A simpledocumenplacemenschemevould beto place
a documentat eachcachethat hasreceved a requestfor
thatdocument.We referto this schemeasthe ad hoc doc-
umentplacemenscheme.Althoughthe ad hoc placement
schemeseemsaturalit leadsto uncontrolled-eplicationof
documentswhich not only increaseghe documentfresh-
nessmaintenanceosts,but also causesigher disk-space
contentionat the caches,therebyreducingthe aggreate
hit rate of the cloud [10]. Theseperformancdimitations
are the manifestationf the shortcomingsof the ad hoc
placementschemewhich regardsthe cachesn the cloud
as completelyindependenentities, and makes document
placementecisionsvithout the knowledgeaboutthe other
cachesn thecachecloud.

An alternatve approacHor documenplacementcalled
thebeaconpoint caching, would beto storeeachdocument
only at its beaconpoint. This policy resultsin the beacon



pointsof hotdocument&ncounterindneavy loads.Further
thispolicy causesheedgecachedo contacteachothervery
frequentlyfor retrieving documents.This not only causes
heary network traf ¢ within the cachecloud, but alsoleads
to clientsexperiencinghigh latenciedor theirrequests.

3.1 Utility-based DocumentPlacement

In this sectionwe discussthe designof a utility-based
documentplacementscheme,in which the cachingdeci-
sionsrely uponthe utility of adocument-copto thecache
storingit andto the entirecachecloud. This utility valueof
thedocumentopy is representeds for docu-
mentcopy . Theutility of documencopy  estimates
the bene t-to-costratio of storingandmaintainingthe new
copy. A highervalueof utility indicatesthat bene ts out-
weighthe costs,andvice-versa. Whena cacheretrievesa
documentt calculatesdts utility valueanddecidesvhether
or notto storethe documenbasedon this utility value.

Our formulation of the utility function hasfour com-
ponents. Eachof thesecomponentgjuanti es one aspect
of the interplay betweenbene ts and the costs. We now
give a brief overvien of eachof thesecomponents. A
detailed description of the utility function components
including their mathematicafformulationsis available in
thetechnicalreportversionof this paper{11]. Throughout
this discussiorwe assumethat a cachecloud has
edgecachesrepresenteds , and
the edgecache hasretrieved the documentcopy
andis calculatingits utility valueto decidewhetherto store
it locally.

DocumentAvailability Impr ovementComponent

Representetly , thiscomponentjuan-
ti es the improvementin the availability of the document
in the cachecloud achieved by storingthe documentcopy
at . Improving the availability of adocumenincreases
theprobabilitythata futurerequesfor thedocumentvould
be sened within the cachecloud, therebyyielding higher
cumulative hit rates.

Disk-SpaceContention Component

This component (representedas )
capturesthe storagecostsof cachingthe documentcopy
at in termsof the disk-spacecontentionat . The

disk-spacecontentionatthecache  determinesghetime
durationfor which the documentanbe expectedto reside

in the cache beforeit is replaced. A highervalue of
implies that the nev documentcopy of
atthecache islikely to remainlongerin the cache

cloud than the existing copies(if ary) of within the
cloud,andhenceijt is bene cial to storethis copy.

ConsistencyMaintenance Component

Denotedby , this componentaccounts
for the costsincurred for maintainingthe consisteng of
the new documentcopy at , and the advantageshat
areobtainedby storing  at by avoiding the costof
retrieving the documentfrom other cacheson eachlocal
access. A high value of indicatesthat
the document  is accessednore frequentlythanit is
updatedandvice-versa.

AccessFrequencyComponent
This componentof our utility function (representecs
) quanti es how frequently the document
is accesseth comparisorto otherdocumentstoredin
thecachelf theaccesdrequeny of  atthecache s
high whencomparedo otherdocumentsn the cacheit is
adwantageou$o storethedocument  at

The Utility Function

The above-mentionedour componentgorm the build-
ing blocksof the utility function. We obsere thatfor each
componenta highervalueimpliesthatthe bene ts of stor
ing are higherthanthe overheadsandvice-versa. We
de ne the utility of storingthedocument atcache
denotedas , to be a weightedlinear sum
of theabove four components.

In the above equation , , , and
are positive real constantssuch that
. Theseconstantareas-
signedvaluesre ecting the relative importanceof the cor-
respondingcomponenbf the utility functionto the perfor
manceof thesystem.

Concretely the utility-based document placement
schemeworks asfollows: Supposdhecache  encoun-
tersalocal missfor document , andretrievesit from an-
othercachein the cachecloud,or from theorigin sener (in
theeventof agroupmiss).Thecache  now evaluateghe
utility function locally usingthe request
andupdatepatternsof thedocumentollectedthroughcon-
tinuedmonitoringin therecenttime duration.  is stored
at only if the value of the utility function exceedsa
thresholdrepresenteds

4. Experiments and Results

We have evaluatedthe proposedschemeshroughtrace-
basedsimulationsof an edgecachenetwork. The simula-
tor canbe con gured to simulatedifferentcachingarchi-
tecturessuchas edgenetwork without cooperationcoop-
eratve cachingwith statichashing,and cooperatie cache
clouds with dynamic hashing. It can also simulate ad
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Figure 3. Load Distrib ution for
Zipf-0.9 Dataset

hoc, beaconpoint and utility-baseddocumentplacement
schemes Eachcachein the cachecloud recevesrequests
continuoushaccordingo arequest-tracde, andthesener
continuouslyreadsfrom anupdatetrace le. Uponreading
anupdateentryfor adocument , thesenersendgheup-
datedversionof  toits beacorpointswithin eachcache
cloud,which is thendistributedby the beacorpointsto all
thecachesn their cachecloudswhich arecurrentlyholding
the document. The documentrequestrates,the document
updaterate,the numberof cachesandthe numberof bea-
conringsin thecachecloudaresystemparameterandcan
bevaried.

We usetwo typesof tracesfor our experimentsThe rst
traceis a syntheticdatasetcalled asthe Zipf-0.9 dataset.
In this datasethereare uniqguedocuments.Both
accesseandinvalidationsfollow the Zipf distribution with
theZipf parametewvaluesetto . Theseconddatasets a
realtracefrom a major IBM sportingandeventweb site'.
This tracewasobtainedby capturingthe accesseandup-
datesin a 24-hourtime period. The numberof uniquedoc-
umentdn this datasetis . We referto this datasets
the Sydney dataset.

4.1 Evaluating the Effectivenessof BeaconRings

In the rst setof experimentswe studythe load balanc-
ing propertiesof the dynamichashingmechanismAll the
beacorpointswithin the cachecloud areassumedo be of
equalcapabilities,which implies that perfectload balanc-
ing is achiezed when all the beaconpoints encounterthe
sameamountof load. In all threeexperimentsin this set
theintra-ring hashgeneratorg s) aresetto 1000
for all beacorringsin the cachecloud andthe cycle length
of sub-rangeleterminatioris setto 1 hour We usethe co-
efcient of variation of the loadson the beaconpointsto
guantifyload balancing.Coefcient of variationis de ned

1The2000Sydng Olympic Gameswebsite

Beacon Points in Decreasing Load Order

Figure 4. Load Distrib ution for
Sydney Dataset
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astheratio of the standardleviation of theloaddistribution
to the meanload. The lower the coefcient of variationis,
thebetteris theloadbalancing.

First, we comparethe load balancingaccomplishedy
thestaticandthedynamichashingscheme#n acachecloud
with 10 cachesFor the dynamichashingschemehe cache
cloudis con guredto contain5 beacorrings, eachwith 2
beaconpoints. The bargraphsin Figure 3 and Figure 4
shaw theloaddistribution amongthe beacorpointsfor the
staticandthedynamichashingschemegntheZipf-0.9 data
setandthe Sydne/ datasetespectiely. Onthe X-axesare
thebeacorpointsin decreasingrderof theirloads,andon
the Y-axesarethe loadsin termsof the numberof docu-
mentupdatesand documentookupsbeinghandledby the
beaconpoints per unit time. The dashed-linesn the two
graphsindicatethe meanvalue of the loadson the beacon
points. The Zipf-0.9 dataseinducesa high degreeof load
imbalancein the cachecloud with static hashing. In this
case,the load on the mostheaily loadedbeaconpoint is
1.9timesthe meanload of the cachecloud. In the dynamic
hashingschemethis ratio decrease$o 1.2, thusproviding

improvementover statichashing.The dynamichash-
ing schemealso providesa improvementon the co-
efcient of variation when comparedwith static hashing.
On the Sydng dataset, the dynamichashingschemeam-
provesthe ratio of the heaviest load to the meanload by
around , andthe coefcient of variationby . For
this datasetthe ratio of heaviestload to meanload for the
dynamichashingschemas just 1.06,thusshowing thatthis
schemeachievesvery goodload balancing.The betterload
balancingachiezed by the dynamichashingschemeds are-
sultof thedynamicsub-rangeleterminatiorprocesswhich
takes into accountthe currentload on the beaconpoints,
while allocatingthe sub-range$or the next cycle.

The secondexperiment(Figure 5) studiesthe effect of
the sizeof thebeacorringson theloadbalancingusingthe
Sydng dataset.We evaluatethe dynamichashingscheme
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on cachecloudsconsistingof 10, 20 and 50 caches. For

eachcachecloudwe considetthreecon gurationsin which

eachbeacorring contains2, 5 and 10 beaconpoints. The

dynamichashingschemewith 2 beacorpointsperring pro-

vides signi cantly betterload balancingin comparisorto

statichashing.Whenthe size of the beacorringsis further

increasedve obsene an incrementalimprovementin the

load balancingachieved by the dynamichashingscheme.
This obsenation,namelybiggerbeacorringsyielding bet-

ter load balancing,can be explainedasfollows: The bea-
con point sub-rangedeterminatiorprocesdries to balance
theload only amongthe beacorpointswithin eachbeacon
ring. Largerbeacorringsresultin theload beingbalanced
amonglargernumbersf beacorpoints,andhenceprovide

betterloadbalancing.

In the third experiment(Figure 6), we studythe impact
of the datasetharacteristicon the staticandthe dynamic
hashingschemes For this experimentwe considerseveral
datasetsll of which follow the Zipf distribution with pa-
rametersranging from to . The skewnessof the
load increasewvith increasingvalueof the Zipf parameter
At low Zipf valuesboth schemegyield low coefcient of
variationvalues. As the load-slewnessincreaseghe coef-

cient of variationvaluesalsoincreasefor both schemes.

However, the increasds morerapid for the static hashing
schemeAt a Zipf parametewalueof 0.9,the coefcient of

variationfor the statichashingschemas around more
thanthatof thedynamichashingscheme.

4.2 Evaluating the Utility-based Scheme

We reporta setof experimentgo show the evaluationof
our utility-baseddocumenplacemenschemeThe rst ex-
perimentconsidersa cachecloud comprisedof 10 caches.
On this cachecloud we simulatead hoc, beacorpoint and
utility-basedplacemenpolicies. The cachesn this exper
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Figure 7. Percentage of Doc-
uments Stored (DsCC Turned
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Figure 8. Network Load Under
Diff erent Placement Schemes
(DsCC Turned Off)

iment are assumedo have an unlimited amountof disk-
space. Thereforethe disk-spacecomponentof the utility

functionis turnedoff by setting to . Theweights
of availability, consisteng maintenanceand accessfre-

gueny componentareall setto . The

valuesfor all the cachesaresetto . In this experiment
the accesgatesat cachesare x ed, whereaswe vary the
documenupdaterateto studythe effect of the threedocu-
mentplacemenpolicies. We have experimentedoth with

the Sydng/ datasetindthe Zipf-0.9 syntheticdataset.Due
to spaceconstraintswe restrictour discussiononly to the
resultsobtainedon the Sydne dataset.
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The graphin Figure7 shows the percentagef the total
documentsn the tracethat are storedat eachcachein the
cachecloud at variousdocumentupdaterates. The X-axis
representshe documentupdateratein numberof updates
per minute on the log scale,andthe Y-axis representshe
percentag®f documentxached.The vertical brokenline
indicateshe obseneddocumenupdaterate.As theadhoc
policy placeseachdocumentt every cachewhich receves




arequestalmostall documentsarestoredat all caches.n
contrastthe beaconpoint placemenstoreseachdocument
only at its beaconpoint. Hence,eachcachestoresaround

of the total documentsThe percentag®f documents
storedper cachein the utility-basedschemevarieswith the
updaterate. When the updateratesare low, a large per
centagef documentsarestoredat eachcache pwing to the
small consisteng maintenanceost. As the updateratein-
creasesthe (consisteng maintenance&omponent)
valuesof all thedocumentglecreasegadingto a decrease
in the percentag®f documentsstoredat eachcache. This
shaws the sensitvity of the utility-baseddocumentplace-
mentto the costsof handlingdocumentupdateswithin the
cachecloud.

One may ask why is it important for the placement
schemeto be sensitive to the costsof handlingdocument
updates.To answerthis questionwe plot the total network
traf ¢ in the cloudsgeneratedby thethreedocumenplace-
mentpoliciesin the Figure8. Theresultsindicatethatthe
utility-baseddocumenplacementreatesheleastnetwork
trafc at all update-rates.The improvementprovided by
the utility-basedplacemenschemeover the ad hoc place-
ment schemeincreaseswith increasingupdaterate. This
is becausevhile thenumberof replicaspresentn thecache
cloudessentiallyemainsa constantn theadhocplacement
schemethe utility-basedschemecreatedewer replicasat
higherupdaterates therebyreducingthe consisteng main-
tenancecostssigni cantly. With the beaconpoint policy,
thenetwork traf ¢ is very high atall updaterates,asin this
schemeonly onecopy of eachdocuments storedpercache
cloudirrespectve of its requestate.

In the next experiment(Figure 9), we studythe perfor
manceof the threedocumentplacemenpolicieswhenthe
disk-spaceavailableattheedgecachearelimited. In these
experimentghedisk-spacateachcaches setto of the
sumof sizesof all documentsn thetrace.We usetheleast
recentlyused(LRU) policy for documenteplacementAs
the disk-spaces a limiting factorin this seriesof experi-
ments,we turn on the disk-spacecomponenbf the utility
function. Theweightsof all theutility functioncomponents
aresetto . Figure9 indicatesthe total network traf-
¢ generatedy the threedocumentplacementpolicies at
variousupdaterates. As in the previous experiment,the
utility-baseddocumentplacemeniplacesthe leastload on
the network. However, the resultsin this experimentdiffer
from the previous experimentconsiderably The percent-
ageimprovementin the network load provided by the util-
ity schemeover the ad hoc schemas higherin the limited
disk-spacecaseat low documentupdaterates. For exam-
ple, the improvementis when the documentupdate
rateis  updategper unit time for the limited disk-space
experimentwhereast isaround  for theunlimiteddisk-
spacecase. However, the percentagemprovementin the

unlimited disk-spaceasegrows muchfasterin the limited
disk-spacescenario.Theseobsenationsarethe manifesta-
tions of the differentrolesthe utility placemenschemds
playing at different updateratesin the limited disk-space
scenario.At low documentupdateratesthe utility scheme
assumeshe predominantole of reducingdisk-spacecon-
tentionatindividual cachesWhereast higherupdaterates
its predominaneffectis to reduceconsisteng maintenance
cost.

In the above experimentswe have setthe weightsof the
componentdy analyzingthe scenaricat hand. Eachcom-
ponentof the utility function capturesa differentaspecbf
the bene t-to-costratio of placinga documeniat a particu-
lar cache.In our experimentsve turn onacomponentf the
bene t-to-costaspectepresentedy it is likely to affectthe
performancef the cachecloud. Otherwisethe component
is turnedoff. In eachof thescenariosif componentsre
turnedon, thenwe setthe weight of eachturnedon com-
ponentto —. We strongly believe that more sophisticated
approacheto settingtheweightvaluescanfurtherimprove
the performanceof the utility scheme.Onesuchapproach
would be to continuouslymonitor various systemparam-
etersand usea feedbackmechanismto adjustthe weight
parameterasneeded.Studyingthis and otherapproaches
to settingweightvaluesis a partof our ongoingwork.

5. Related Work

Cachingdynamicweb contenton the edgeof the Inter
net hasreceived considerableattentionfrom the research
community in recentyears. Motivated by the idea of
moving data and applicationcloserto users,researchers
have proposedseveral variantsof edgecachingdepending
uponhow muchof the applicationis of oaded to the edge
cachedl, 2, 4]. Yuanetal. [17] presentanin-deptheval-
uationof thesevariantsstudyingthe prosandconsof each
approach.However, very few of the currentedgecaching
techniquepromotecooperatioramongtheindividual edge
caches.

Cooperatiormmongcachesvas rst studiedin the con-
text of client-sideproxy cachegd5, 14, 15]. Most of these
schemesvere designedo cachestaticweb pagesandas-
sumedthe Time-to-Live-basednechanisnfor maintaining
their consisteng. Ourwork providesenhancedgupportfor
cachingdynamic dataover theseprevious works suchas
strongerconsisteng mechanismsnd consideratiorof ob-
jectupdatecosts.

Ninan et al. [8] describecoopeative leases- a lease-
basedmechanismfor maintainingdocumentconsisteng
amonga setof cachesThey staticallyhasheachdocument
to acachewhichis assignedheresponsibilityof maintain-
ing its consisteng. Shahetal. [13] presenta dynamicdata
disseminatingsystemamong cooperatie repositories,in



whichadisseminatiortreeis constructedor eachdataitem
basedon the cohereng requirementsf the repositories.
The sener circulatesthe updatedo the dataitem through
this tree. The focusof boththeseworksis on the problem
of consisteng maintenancef documentsamonga set of
caches.In contrast,our cachecloud architecturesystemat-
ically addressesgariousaspect®f cooperatiorsuchascol-
laborative misshandling,cooperatie consisteng manage-
ment, ef cient documentiookups,and cost-sensitie doc-
umentplacementsaiming at understandingindenhancing
the power of cachecooperatioron the performanceof the
cachecloudsin alarge-scaleedgecachegrid.

In additionto theabove,researchersave studiedvarious
problemsin the generalareaof cachingdynamicweb con-
tentincluding cachingat differentgranularitiesfor improv-
ing performanceminimizing the overheadof consisteng
maintenanceand performanceanalysisand comparisorof
variouscachingapproachegl, 6, 7, 16]. Researcherbave
also proposedvariousdocumentreplacemenschemedor
web cached3, 9]. While areplacemenalgorithmdecides
which documentdave to be evicted from a cachewhenits
disk-spacebecomedull, the documentplacemenscheme
discussedn this paperaims at strateyically placingdocu-
mentsin acachecloudin orderto improveits performance.

6. Conclusion

We have studiedthe challengesf designinga cooper
ative edgenetwork for cachingdynamicweb content,and
proposedhe cachecloudsasa frameawork for cooperation
in large-scaleedgecachenetworks. This paperpresents
the architecturaldesignof a cachecloud, which includes
dynamichashing-basethechanismgor documentookups
and updates. Thesemechanismare ef cient andinvolve
minimal communicatioroverhead Further theload dueto
documentiookupsand updatesis dynamicallydistributed
amongall the cachesn a cachecloud. Our dynamichash-
ing schemas adaptveto varyingdocumentipdateanddoc-
umentrequestpatterns. We have also presentedh utility-
basedschemefor placing documentswithin each cache
cloud so that the systemresourcesare optimally utilized,
andthe client lateng is minimized. Our experimentsin-
dicatethat the techniquegroposedn this paperare very
effectivein improving the performancef cooperatie edge
cachenetworks.
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